
 

 

 

 

Development of the Personality Inventory for 
DSM-5 – Adaptive (PID-5-A) using Stochastic 

Curtailment 
 

 

The Personality Inventory for DSM-5 – Adaptive (PID-5-A) is an adaptive version of 
the Personality Inventory for DSM-5 – Short Form (PID-5-SF; Maples et al., 2015), a 
self-report measure designed to assess maladaptive personality traits. The PID-5-A was 
developed by systematically evaluating combinations of item ordering methods and 
item reduction methods (including deterministic and stochastic curtailment) to identify 
an optimal solution that minimises respondent burden while maintaining measurement 
precision. This paper describes the development, optimisation, and validation of the 
adaptive algorithm. By tailoring the assessment to each respondent and discontinuing 
item administration when sufficient information has been obtained, the adaptive version 
reduces the average number of items administered by 27% and average administration 
time by almost 18% while maintaining classification accuracy comparable with the full 
100-item PID-5-SF. 
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Introduction 

Personality assessment plays a central role in clinical psychology, providing essential information for diagnosis, case 
conceptualisation, and treatment planning. Comprehensive personality measures enable clinicians to identify patterns 
of maladaptive traits that may underlie presenting symptoms and inform intervention strategies. However, the depth of 
information gained through thorough assessment comes at a cost: respondent burden. Lengthy questionnaires can 
induce fatigue, reduce engagement, and create practical barriers to implementation, particularly in time-constrained 
clinical settings. This tension between comprehensiveness and efficiency has long challenged the field. 

Adaptive testing offers a potential solution to this challenge. Unlike traditional fixed-form assessments that administer 
the same items to all respondents, adaptive tests tailor the measurement process to each individual, selecting items and 
determining when to stop based on the respondent’s previous responses. The fundamental principle is straightforward: 
not all respondents require the same items to achieve accurate measurement. By strategically selecting the most 
informative items for each person and discontinuing assessment when sufficient information has been obtained, 
adaptive approaches can substantially reduce respondent burden while maintaining or even improving measurement 
precision. This approach has a robust history in educational testing, where computerised adaptive tests have 
demonstrated considerable success in reducing test length without sacrificing reliability or validity. More recently, 
these principles have begun to be applied in psychometric assessment contexts, though implementation remains 
relatively limited. 

The Personality Inventory for DSM-5 – Short Form (PID-5-SF) represents an ideal candidate for adaptive 
administration. This 100-item measure assesses 25 distinct facets of maladaptive personality functioning, organised 
within five broad domains. Each facet is measured by four items, providing a comprehensive profile across diverse 
aspects of maladaptive personality. The multi-construct structure creates inherent opportunities for efficiency gains: 
many facets will not deviate from typical personality variations and therefore be clinically relevant for any given 
individual. For example, a person seeking treatment primarily for anxiety-related difficulties may score within typical 
ranges on facets related to antagonism or psychoticism. For such individuals, administering all four items for these 
facets provides minimal additional clinical information beyond what could be determined from fewer items. 
Conversely, when a respondent’s pattern suggests potentially elevated maladaptive personality trait levels on a 
particular facet, thorough assessment of that facet becomes critical. 

This differential need for precision across the score distribution aligns well with how clinicians typically use 
dimensional personality measures in practice. While the PID-5-SF is fundamentally dimensional rather than 
categorical, real-world clinical assessment often employs a hybrid approach to interpretation. Clinicians focus 
particular attention on scores that exceed normative thresholds — typically one standard deviation above the reference 
population mean (i.e., 84th percentile) or higher — as these elevated scores indicate deviations from typical 
personality variations that may be clinically meaningful. Within this elevated range, dimensional information remains 
important: a score on the 90th percentile has different clinical implications to a score on the 99th percentile. Both of 
these distinctions — categorical and dimensional — matter for case conceptualisation and treatment planning. 

In contrast to the above scenario with elevated scores, scores in the middle or lower end of the distribution often 
provide less actionable clinical information. A clinician is unlikely to differentiate meaningfully between a score at the 
40th percentile versus the 60th percentile, despite the 20-percentile-point difference. Both simply reflect a score within 
the typical range. 

This interpretative approach suggests a natural optimisation target for adaptive administration: maintain high 
measurement precision where it matters most — at the upper end of the distribution where scores indicate potential 
dysfunction — while accepting reduced precision in the middle and lower end of the distribution where such precision 
offers limited clinical utility. For respondents who clearly score below the clinically relevant threshold on a given 
facet, item administration could potentially be curtailed without compromising the clinical utility of the assessment. 
For those whose responses suggest potentially elevated scores, complete item administration would preserve the full 
dimensional information that informs clinical interpretation and decision-making. 
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This paper describes the development of the Personality Inventory for DSM-5 – Adaptive (PID-5-A), an adaptive 
version of the PID-5-SF designed to reduce respondent burden while preserving measurement accuracy for clinically 
relevant scores. We employed a stochastic curtailment approach that uses probability-based stopping rules to 
determine when sufficient information has been obtained for each facet. Items are curtailed only when there is high 
confidence that the respondent would score below the clinically relevant threshold; when responses suggest potential 
elevation, all items are administered to maintain full precision. The development process involved systematic 
evaluation of multiple item ordering and reduction methods, followed by constraint-based optimisation to fine-tune 
performance for each of the 25 facets. We then evaluated the optimised configuration through both simulation testing 
and real-world deployment, examining whether the adaptive approach successfully achieved its dual objectives: 
reducing the number of items administered while maintaining accurate identification of elevated maladaptive 
personality trait levels. 
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Personality Inventory for DSM-5 - Short Form 

The Personality Inventory for DSM-5 - Short Form (PID-5-SF) is a 100-item self-report measure developed by Maples 
and colleagues (2015) as a shorter version of the original 220-item PID-5 (Krueger et al., 2012). It assesses 25 facets 
of maladaptive personality functioning, with each facet measured by four items. The PID-5-SF serves a dual purpose: 
(a) measuring an empirically-derived five-factor model of maladaptive personality traits; and (b) providing a 
dimensional approach to assessing the specific personality disorder types described in the Diagnostic and Statistical 
Manual of Mental Disorders (DSM), as operationalised through the Alternative Model for Personality Disorders 
(AMPD) in Section III of the DSM-5-TR, in contrast to the categorical approach in Section II. 

Structure 

The PID-5-SF is organised around five broad trait domains of personality dysfunction: 

● Negative Affectivity - Tendency to experience intense negative emotions. 
● Detachment - Withdrawal from social-emotional experiences. 
● Antagonism - Behaviours that put the individual at odds with others. 
● Disinhibition - Orientation toward immediate gratification. 
● Psychoticism - Eccentric or unusual behaviours and cognitions. 

Each domain is primarily defined by three core facets, with the remaining 10 facets contributing to one or more 
domains in more complex patterns. The 25 facets are: Anhedonia, Anxiousness, Attention Seeking, Callousness, 
Deceitfulness, Depressivity, Distractibility, Eccentricity, Emotional Lability, Grandiosity, Hostility, Impulsivity, 
Intimacy Avoidance, Irresponsibility, Manipulativeness, Perceptual Dysregulation, Perseveration, Restricted 
Affectivity, Rigid Perfectionism, Risk Taking, Separation Insecurity, Submissiveness, Suspiciousness, Unusual Beliefs 
and Experiences, and Withdrawal. The PID-5-SF also generates composite scores corresponding to the specific 
personality disorder types described in the DSM: Schizotypal, Antisocial, Antisocial with Psychopathy, Borderline, 
Narcissistic, Avoidant, and Obsessive-Compulsive. 

Psychometric Properties 

The PID-5-SF has demonstrated strong psychometric properties across multiple studies. Internal consistency is 
excellent, with Cronbach’s alpha coefficients ranging from .89 to .91 for domains and .74 to .88 for facets (Maples et 
al., 2015; Thimm et al., 2016). Factor analytic studies consistently support the five-factor structure, with factor 
congruence coefficients between the PID-5-SF and original PID-5 ranging from .93 to .99. Convergent correlations 
between the two forms range from .96 to .98 for domains and .89 to 1.00 for facets, indicating that the shortened scales 
capture essentially the same constructs. Criterion validity with interviewer-rated personality disorder scores and 
clinical outcomes is nearly identical to that of the original PID-5. For a comprehensive review of the psychometric 
properties, see NovoPsych’s review of the PID-5-SF (Baker et al., 2025). 

Scoring and Interpretation 

Responses to individual items are scored from 0 (“Very false or often false”) to 3 (“Very true or often true”). Average 
facet scores are calculated by averaging the four constituent item scores. Scores are interpreted using percentiles based 
on normative data from a representative sample of adults in the United States (Miller et al., 2022; see also Krueger et 
al., 2012). Following consideration of statistical significance, psychometric precedent, and clinical utility, as well as 
validation using data from over 15,000 mental health treatment-seeking clients assessed on NovoPsych, a score on or 
above the 84.13rd percentile (1.0 standard deviation above the mean) is considered “Elevated” and a score on or above 
the 93.32nd percentile (1.5 standard deviations above the mean) is considered “Clinically Significant.” For further 
information on scoring and interpretation, see NovoPsych’s review of the PID-5-SF (Baker et al., 2025).
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Development of the Personality Inventory for DSM-5 – Adaptive 

Rationale for Development of Adaptive Version 

In standard administration, the PID-5-SF presents all 100 items in a fixed sequence, typically requiring approximately 
12 minutes to complete. While this represents a substantial improvement in efficiency compared to the 220-item 
PID-5, the measure’s comprehensive coverage of 25 distinct facets creates opportunities for further reduction in 
respondent burden through selective item administration. As noted previously, clinical assessment contexts often 
involve respondents for whom many facets will not be clinically relevant. When early responses on a given facet 
likely indicate scores below the clinically relevant threshold, the information gained from additional items on that 
facet diminishes. Conversely, when responses suggest potentially elevated scores, thorough assessment remains 
essential for accurate characterisation of the trait elevation and its dimensional qualities. 

These considerations motivated the development of an adaptive version that could maintain the PID-5-SF’s 
comprehensive coverage and dimensional precision for elevated scores while reducing burden through strategic 
curtailment of items for facets where respondents are highly likely to score below the clinically relevant threshold. The 
following describes the systematic process used to develop, optimise, and evaluate this adaptive approach. 

Overview of the Analytical Framework 

Developing an adaptive version of the PID-5-SF centred on two fundamental questions. First, in what order should 
items be presented to maximise the information gained from each successive response? Second, at what point can item 
administration be stopped with sufficient confidence that further items would provide minimal additional information? 
To answer these questions systematically, we developed a modular analytical framework that enabled rigorous 
comparison of different methodological approaches and comprehensive validation before real-world implementation. 

The framework essentially operates as follows: different methods for ordering items are paired with different methods 
for deciding when to stop administering items, creating multiple possible combinations. Each combination is evaluated 
using a composite score that integrates three weighted components: (a) sensitivity (i.e., 1 minus the false negative 
rate), emphasising accurate identification of “high-risk” (i.e., “Elevated” or “Clinically Significant”) scores, (b) 
balanced accuracy, capturing overall classification performance for both high-risk and low-risk scores, and (c) item 
reduction percentage, reflecting efficiency gains and respondent burden reductions. While sensitivity and balanced 
accuracy are related — because sensitivity constitutes one component of balanced accuracy — they are weighted 
separately to emphasise the particular clinical importance of minimising false negatives. The combination achieving 
the highest composite score is then selected for further optimisation and implementation. 

Modular Structure 

The analytical framework consists of eight integrated modules that work together to develop, evaluate, optimise, and 
validate adaptive questionnaire implementations. 

Module 1: Data Preparation. This module validates the structure of input data, creates training and testing sample 
data sets using a random or stratified data splitting approach, and calculates base rates (i.e., the proportion of 
respondents scoring in the Elevated or Clinically Significant ranges) for each construct (i.e., facet). For development 
of the PID-5-A, data were randomly split into training (60%) and testing (40%) samples. 

Module 2: Configuration. This module defines which item ordering methods and item reduction methods will be 
evaluated, specifies the combinations to be tested, and sets key parameters such as composite score component 
weights and gamma values (i.e., probability or “confidence” thresholds for stochastic curtailment stopping rules). 
Configuration also includes specification of constraints, such as the minimum number of items required per construct 
(i.e., facet) before early stopping is allowed and whether early stopping is allowed for potential or actual high-risk 
classifications. 
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Module 3: Item Ordering. This module implements various methods for determining the sequence in which items 
should be administered. Available methods include: 

● Original. Preserves the original questionnaire’s item ordering. 
● Item-level Area Under the Curve (AUC). Orders items based on their individual contribution to classification 

accuracy. 
● Incremental AUC. Orders items based on their incremental contribution to classification accuracy beyond 

previously selected items. 
● Correlation. Orders items based on the strength of their bivariate correlation with the construct (i.e., facet) 

score, treating each item independently. 
● Forward Stepwise. Orders items by selecting the item with the highest partial correlation with the construct 

(i.e., facet) score after accounting for previously selected items. 
● Item Response Theory (IRT). Orders items based on their information function (i.e., measurement precision) 

at an empirically-derived ability threshold (theta) corresponding to the classification threshold. 

For multi-construct questionnaires like the PID-5-SF, the framework can apply ordering methods within each construct 
while interleaving items across constructs based on the original questionnaire’s item ordering to preserve the overall 
flow of the original questionnaire. 

Module 4: Item Reduction. This module implements various methods for determining when to stop administering 
items. Available methods include: 

● Deterministic Curtailment (DC). Stops administration when the classification outcome cannot change 
regardless of responses to remaining items, based on minimum and maximum possible remaining scores. 

● Stochastic Curtailment – Empirical Proportions (SC-EP). Uses probability-based stopping rules derived from 
empirical response patterns observed in the training data. Stops administration when the probability of a given 
classification exceeds a specified threshold (i.e., gamma value). 

● Stochastic Curtailment – Simple Ordinal Regression (SC-SOR). Uses logistic regression models with the 
current sum score as the predictor to estimate classification probabilities. Stops administration when the 
probability of a given classification exceeds a specified threshold (i.e., gamma value). Note that the SC-SOR 
method is not suitable for constructs with very few items, as the limited range of possible sum scores can 
cause regression convergence failures. 

● Stochastic Curtailment – Multiple Ordinal Regression (SC-MOR). Uses logistic regression models with 
individual item responses as predictors to estimate classification probabilities. Stops administration when the 
probability of a given classification exceeds a specified threshold (i.e., gamma value). Note that the SC-MOR 
method is not suitable for constructs with very few items, as the small number of highly correlated predictors 
can cause regression convergence failures. 

● Item Response Theory-based Computerised Classification Testing (IRT-CCT). Uses latent trait estimation to 
determine when sufficient measurement precision has been achieved at the ability level corresponding to the 
classification threshold. Stops administration when the standard error of the latent trait estimate falls below a 
specified threshold. Note that the IRT-CCT method is not suitable for constructs with very few items, as stable 
latent trait estimation requires adequate item information. 

For the development of the PID-5-A, only DC and SC-EP were implemented given that each construct (i.e., facet) 
comprises only 4 items, rendering SC-SOR and SC-MOR unsuitable due to regression convergence failures and 
IRT-CCT unsuitable due to insufficient item information. 

Module 5: Evaluation. This module calculates comprehensive performance metrics for all method combinations 
tested, including sensitivity, specificity, false negative rate (FNR), balanced accuracy, and item reduction percentage. 
Performance metrics are calculated on the testing sample to provide unbiased estimates of how each method 
combination would perform on new data. Method combinations are evaluated and ranked using a composite 
performance score, calculated according to the following equation: 
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 𝐶𝑜𝑚𝑝𝑜𝑠𝑖𝑡𝑒 𝑆𝑐𝑜𝑟𝑒 =  α 1 − 𝐹𝑁𝑅( ) +  β 𝐵𝑎𝑙𝑎𝑛𝑐𝑒𝑑 𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦( ) +  γ( 𝐼𝑡𝑒𝑚 𝑅𝑒𝑑𝑢𝑐𝑡𝑖𝑜𝑛 𝑃𝑒𝑟𝑐𝑒𝑛𝑡𝑎𝑔𝑒100 )
Where: 

●  is the weight for the  component, set as 0.5. α 1 − 𝐹𝑁𝑅( )
●  is the complement of FNR, equivalent to sensitivity, and is formulated so that lower FNRs 1 − 𝐹𝑁𝑅( )

produce higher composite scores. 
●  is the weight for the balanced accuracy component, set as 0.3. β
● Balanced accuracy is the average of sensitivity and specificity. Unlike standard accuracy, it gives equal weight 

to performance on positive cases and negative cases, making it robust to imbalanced datasets where one 
outcome is more common than the other. 

●  is the weight for the efficiency component, set as 0.2. γ
●  is the efficiency component and expresses the item reduction percentage as a 𝐼𝑡𝑒𝑚 𝑅𝑒𝑑𝑢𝑐𝑡𝑖𝑜𝑛 𝑃𝑒𝑟𝑐𝑒𝑛𝑡𝑎𝑔𝑒100( )

decimal so that it is on the same 0-1 scale as the other components and can be meaningfully combined with 
them. 

The composite score quantifies overall performance with weights that reflect the relative importance of each 
component. Minimising FNR receives the greatest weight (50%) as the highest priority given the clinical implications 
of misclassifying as low-risk those respondents who should be classified as Elevated or Clinically Significant, 
followed by balanced accuracy (30%) to ensure strong classification performance, and efficiency (20%) to favour 
methods that reduce respondent burden through item reduction. The method combination achieving the highest 
composite score is selected for subsequent optimisation. 

Module 6: Optimisation. For stochastic curtailment methods, this module performs construct-specific optimisation of 
gamma values — the probability thresholds that govern when there is sufficient confidence in a given classification 
for the administration of items to stop. The optimisation uses a constraint-based approach with binary search to 
identify the lowest gamma values that meet specified constraints for each construct (i.e., facet). Constructs (i.e., facets) 
can be categorised by base rate (e.g., low versus high prevalence) and different FNR thresholds and minimum gamma 
constraints can be applied to each category. This allows the stopping rules to be calibrated separately for each of the 
constructs (i.e., facets), accounting for differences in base rates. 

Module 7: Deployment Preparation. This module translates the selected and optimised adaptive questionnaire 
configuration into production-ready implementation code. Using the trained parameters from earlier modules, the 
module generates method-specific stopping rules: 

● For DC, it calculates exact sum score thresholds based on minimum and maximum possible remaining scores. 
● For SC-EP, it generates pattern-specific stopping rules by identifying which response patterns in the training 

data meet the specified gamma thresholds. 
● For SC-SOR, it calculates sum score thresholds where predicted probabilities exceed gamma values. 
● For SC-MOR, it generates pattern-dependent stopping rules based on individual item predictors. 
● For IRT-CCT, it provides implementation for theta-based stopping decisions. 

The module produces SurveyJS-compatible JSON configuration files that implement these stopping rules through 
conditional display logic for web-based deployment. 

Module 8: Deployment Validation. This module validates that the production-ready implementation code faithfully 
reproduces the performance of the optimised adaptive questionnaire configuration by simulating the conditional 
display logic and comparing resulting performance metrics to expected values. 

This modular approach allows for systematic comparison of different methodological combinations and rigorous 
validation before real-world deployment. 
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Configuration for PID-5-A Development 

For the development of the PID-5-A, the analytical framework was configured to evaluate 12 method combinations, 
representing a systematic comparison of item ordering and reduction methods suitable for the PID-5-SF’s structure 
(i.e., 25 facets, each measured by 4 items). 

All six available item ordering methods were evaluated: Original, Item-level AUC, Incremental AUC, Correlation, 
Forward Stepwise, and IRT. Each was applied to items within facets whilst maintaining interleaved administration 
across facets. For example, while the specific items administered first, second, and third may differ from the original 
questionnaire's sequence to the sequence determined by the item ordering method, these items correspond to the same 
facets (i.e., Suspiciousness, Impulsivity, and Submissiveness, respectively) in both versions. 

Two item reduction methods were evaluated: DC and SC-EP. As noted previously, SC-SOR, SC-MOR, and IRT-CCT 
were unsuitable due to the structure of the PID-5-SF. 

Each of the six item ordering methods was paired with each of the two suitable item reduction methods, yielding 12 
combinations for evaluation on the testing sample. 

For initial evaluation, stochastic curtailment gamma values were set uniformly across all facets at γ₀ = 0.95 and γ₁ = 
1.00. γ₀ is the confidence threshold for curtailing when responses indicate low-risk classification, and γ₁ is the 
confidence threshold for curtailing when responses indicate high-risk classification (i.e., Elevated or Clinically 
Significant). Setting γ₁ = 1.00 effectively prevents curtailment for potential or actual high-risk classifications, thereby 
preserving full measurement precision at the upper end of the distribution. 

Data 

The analytical framework was applied to data from 15,204 respondents who completed the 100-item PID-5-SF on the 
NovoPsych platform between August 2023 and May 2025. Data were collected during routine clinical mental health 
care, with respondents assessed by clinicians in various settings. Anonymous data were included in this analysis in 
accordance with approval granted by the Monash University Human Research Ethics Committee and conditional on 
clinician consent for data to be used for psychometric enhancement and research purposes. 

The dataset was randomly split into training (60%; n = 9,122) and testing (40%; n = 6,082) samples. The training 
sample was used for determining item orderings, deriving stopping rules, and conducting optimisation. The testing 
sample was held out to provide unbiased performance metric estimates for all method combinations and to validate the 
optimised configuration.  
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Evaluation and Selection 

All 12 method combinations were assessed on the testing sample. Performance metrics were calculated for each 
combination, including sensitivity, specificity, FNR, balanced accuracy, average number of items administered, item 
reduction percentage, and the composite performance score. Table 1 presents the complete results for all method 
combinations, sorted by composite score. 

Table 1 Performance Comparison of Method Combinations 

Ordering  
Method 

Reduction 
Method Sensitivity Specificity FNR Balanced 

Accuracy 
Mean 
Items 

Reduction 
% 

Composite 
Score 

Incremental AUC SC-EP 0.987 1 0.013 0.993 73.59 26.41 0.844 

Forward Stepwise SC-EP 0.986 1 0.014 0.993 73.63 26.37 0.844 

AUC SC-EP 0.986 1 0.014 0.993 74.01 26.00 0.843 

Correlation SC-EP 0.986 1 0.014 0.993 74.00 26.00 0.843 

Original SC-EP 0.985 1 0.015 0.993 74.01 25.99 0.842 

IRT SC-EP 0.984 1 0.016 0.992 74.15 25.85 0.841 

Forward Stepwise DC 1 1 0 1 84.83 15.17 0.830 

Correlation DC 1 1 0 1 85.21 14.79 0.830 

Incremental AUC DC 1 1 0 1 85.37 14.64 0.829 

AUC DC 1 1 0 1 85.43 14.57 0.829 

IRT DC 1 1 0 1 85.52 14.48 0.829 

Original DC 1 1 0 1 86.26 13.74 0.827 
Note: Method combinations are sorted by composite score (highest to lowest). FNR = False Negative Rate. All metrics calculated on testing 
sample (n = 6,082). SC-EP used γ₀ = 0.95, γ₁ = 1.00. 

The results reveal a clear performance distinction between reduction methods. All six combinations using the SC-EP 
reduction method substantially outperformed their DC counterparts, achieving composite scores ranging from 0.841 to 
0.844 compared to 0.827 to 0.830 for DC methods. This advantage stemmed from SC-EP’s superior item reduction 
efficiency (26% reduction) compared to DC (14-15% reduction), whilst maintaining excellent classification accuracy. 
The combinations using SC-EP achieved sensitivity above 0.984 and perfect specificity (1.000), with FNRs below 
1.6%. 

Within the combinations using SC-EP, performance was remarkably consistent. They differed by only 0.003 in their 
composite score, all achieving similar sensitivity (0.984-0.987), identical specificity (1.000), and comparable item 
reduction (25.85-26.41%). The incremental AUC ordering method achieved the highest composite score (0.8442), 
narrowly exceeding forward stepwise (0.8439) and the remaining methods (0.841-0.843). The incremental AUC 
method also administered the fewest items on average (73.59), indicating marginally greater efficiency. 

Combinations using the DC reduction method achieved perfect classification (sensitivity = 1.000, specificity = 1.000, 
FNR = 0.000) but at the cost of substantially reduced efficiency. The DC method could only curtail items when 
mathematical certainty was achieved, resulting in nearly 11 percentage points less item reduction than combinations 
using SC-EP. The composite score weighting scheme appropriately reflected that this perfect classification came at an 
unacceptable cost to respondent burden reduction. 
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Based on these results, the incremental AUC ordering method paired with SC-EP for item reduction was selected for 
subsequent optimisation. This combination achieved the highest composite score by balancing all three evaluation 
priorities: minimising false negatives (FNR = 0.013 [i.e., 1.3%], sensitivity = 0.987 [i.e., 98.7%]), maintaining strong 
overall classification performance (balanced accuracy = 0.993 [i.e., 99.3%]), and achieving substantial respondent 
burden reduction (26.41% item reduction). The incremental AUC approach’s conceptual advantage — ensuring the 
most discriminating item for each facet is administered first by considering marginal information gain beyond 
previously selected items — provided additional justification for its selection despite the marginal empirical advantage 
over competing methods. 

Optimisation 

Following selection of the incremental AUC with SC-EP combination, a constraint-based optimisation approach was 
applied to derive facet-specific gamma values. The aim was to maximise item reduction efficiency whilst maintaining 
acceptable FNRs for each of the 25 facets. 

Optimisation Approach 

Each facet was categorised as either low prevalence or high prevalence according to its base rate in the training 
sample, calculated as the percentage of respondents scoring in the Elevated or Clinically Significant ranges (i.e., ≥ 
84.13rd percentile based on normative data from a representative sample of adults [Miller et al., 2022; see also 
Krueger et al., 2012]). Base rates ranged from 10% (Grandiosity) to 67% (Distractibility), with a median of 35%. 
Three facets (Callousness, Grandiosity, and Manipulativeness) were categorised as low prevalence (base rate < 20%), 
while the remaining 22 facets were categorised as high prevalence (base rate ≥ 20%). 

Minimum acceptable gamma values were set at γ₀ ≥ 0.70 for high prevalence facets and γ₀ ≥ 0.80 for low prevalence 
facets, with γ₁ ≥ 1.00 for all facets. Lower γ₀ values permit curtailment at lower confidence levels when responses 
indicate low-risk classification, whilst higher γ₀ values require greater confidence before stopping. A higher γ₀ 
threshold was applied to low prevalence facets to ensure greater confidence in classifying respondents as low-risk on 
traits where accurately identifying even relatively rare elevations carries substantial clinical importance. Setting γ₁ = 
1.00 prevents curtailment for potential or actual high-risk classifications, ensuring all items are administered whenever 
there is any possibility of a score in the Elevated or Clinically Significant range. 

For both prevalence categories, the FNR threshold was set at 0.05 (i.e., 5.0%), representing the maximum acceptable 
rate of misclassifying as low-risk those respondents who should be classified as Elevated or Clinically Significant. 
Binary search optimisation identified the lowest γ₀ values meeting this constraint for each facet.  
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Optimisation Results 

Table 2 presents the optimised gamma values for all 25 facets, evaluated on the testing sample. 

Table 2 Base Rates, Optimised Gamma Values, and Achieved False Negative Rates by Facet 

Facet Base Rate (%) Optimised γ₀ Achieved FNR (%) 

Anhedonia 38 0.71 4.98 
Anxiousness 66 0.71 2.01 
Attention Seeking 35 0.71 4.38 
Callousness 19 0.86 4.21 
Deceitfulness 23 0.86 4.55 
Depressivity 41 0.77 1.96 
Distractibility 67 0.71 2.00 
Eccentricity 47 0.71 1.47 
Emotional Lability 42 0.71 2.44 
Grandiosity 10 0.92 3.95 
Hostility 35 0.85 2.20 
Impulsivity 45 0.81 4.35 
Intimacy Avoidance 26 0.90 1.94 
Irresponsibility 35 0.92 3.39 
Manipulativeness 20 0.93 1.45 
Perceptual Dysregulation 26 0.90 4.47 
perseveration 56 0.76 3.23 
Restricted Affectivity 22 0.91 3.13 
Rigid Perfectionism 42 0.71 4.80 
Risk Taking 20 0.71 3.71 
Separation Insecurity 45 0.85 2.30 
Submissiveness 41 0.84 3.77 
Suspiciousness 27 0.88 3.54 
Unusual Beliefs and Experiences 21 0.81 4.59 
Withdrawal 36 0.85 4.16 

Optimised γ₀ values ranged from 0.71 to 0.93, with all achieved FNRs maintained at or below the 5% threshold. Nine 
high prevalence facets (including Anxiousness, Anhedonia, and Emotional Lability) achieved the minimum γ₀ of 0.71, 
whilst Manipulativeness (a low prevalence facet) required the highest γ₀ of 0.93. The optimisation successfully 
balanced the competing demands of efficiency (i.e., item reduction) and classification accuracy, with lower prevalence 
facets requiring more conservative (higher) confidence thresholds to maintain acceptable FNR.  
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Number of Items Administered 

Table 3 presents the number of items administered per facet for the optimised configuration in the testing sample. 

Table 3 Number of Items Administered 

Facet Mean SD Median Item Reduction (%) 

Anhedonia 2.82 0.95 2 29.56 
Anxiousness 3.43 0.87 4 14.35 
Attention Seeking 2.77 0.95 2 30.67 
Callousness 2.48 0.84 2 37.94 
Deceitfulness 2.71 0.90 2 32.28 
Depressivity 2.97 0.96 3 25.83 
Distractibility 3.37 0.91 4 15.80 
Eccentricity 3.06 0.97 4 23.43 
Emotional Lability 2.94 0.97 2 26.54 
Grandiosity 2.35 0.71 2 41.19 
Hostility 2.88 0.91 3 27.91 
Impulsivity 2.97 0.98 3 25.85 
Intimacy Avoidance 2.74 0.90 2 31.60 
Irresponsibility 3.12 0.96 4 22.11 
Manipulativeness 2.68 0.86 2 32.89 
Perceptual Dysregulation 2.72 0.89 2 32.06 
perseveration 3.29 0.88 4 17.74 
Restricted Affectivity 2.69 0.87 2 32.87 
Rigid Perfectionism 2.96 0.93 3 25.95 
Risk Taking 2.48 0.82 2 37.89 
Separation Insecurity 3.12 0.93 3 22.04 
Submissiveness 2.94 0.94 3 26.54 
Suspiciousness 2.77 0.89 2 30.79 
Unusual Beliefs and Experiences 2.62 0.90 2 34.60 
Withdrawal 2.96 0.91 3 25.96 

The optimised configuration achieved substantial item reduction whilst maintaining acceptable FNRs. The mean 
number of items administered was 71.82 (SD = 11.38; median = 72; range: 50-100), representing a 28% reduction 
from the full 100-item PID-5-SF. This represents a meaningful improvement over the selected combination’s 
performance prior to optimisation: the incremental AUC with SC-EP combination with uniformly set gamma values 
(γ₀ = 0.95) across all facets achieved 26.41% item reduction, whilst facet-specific optimisation of gamma values 
increased this to 28.18%, yielding an additional 1.77 percentage points of efficiency gain and respondent burden 
reduction. 
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Per-facet item reduction percentages ranged from 14.35% (Anxiousness) to 41.19% (Grandiosity). The optimisation of 
γ₀ values improved or maintained item reduction for all facets compared to the selected combination with uniform 
gamma values, whilst maintaining acceptable FNR for each facet. 

The interplay between base rates and the constraint of maintaining acceptable FNR produced systematic variation in 
both optimised γ₀ values and item reduction. Lower prevalence facets generally demonstrated greater item reduction, 
as their lower base rates mean that a larger proportion of respondents score in the low-risk range, providing more 
frequent opportunities for curtailment. For the three lowest prevalence facets (i.e., Callousness, Grandiosity, and 
Manipulativeness), higher optimised gamma thresholds (γ₀ = 0.86–0.93) ensured that curtailment occurred only with 
high confidence in low-risk classification. 

Higher prevalence facets demonstrated more modest item reduction, as their higher base rates mean that a larger 
proportion of respondents score in the high-risk range, providing fewer opportunities for curtailment. Anxiousness 
(base rate = 66%) showed the lowest reduction at 14.35% (mean = 3.43 items), followed by Distractibility (base rate = 
67%) at 15.80% (mean = 3.37 items), and Perseveration (base rate = 56%) at 17.74% (mean = 3.29 items). For these 
facets, lower optimised gamma thresholds (γ₀ = 0.71-0.76) enabled curtailment for respondents scoring in the low-risk 
range. 

The remaining facets achieved intermediate levels of item reduction (22-32%), as a more moderate proportion of 
respondents score in the low-risk range on these facets. 

Classification Rates 

Classification rates for the optimised PID-5-A configuration were compared to the full 100-item PID-5-SF in the 
testing sample to assess whether the adaptive approach maintained similar detection of high-risk (i.e., Elevated or 
Clinically Significant) trait levels. 

For the PID-5-SF, respondents were classified as high-risk on each facet if their average facet score (calculated from 
all 4 items) corresponded to a percentile ≥84.13 based on normative data from a representative sample of adults. 

For the PID-5-A, respondents were classified as low-risk on a facet when the estimated probability of scoring below 
the cutoff (corresponding to <84.13th percentile) exceeded the optimised γ₀ threshold for that facet, with curtailment 
occurring at that point. All other respondents received all 4 items and were classified based on whether their raw facet 
score met or exceeded the facet-specific cutoff corresponding to ≥84.13th percentile. 

Table 4 presents classification rates for all 25 facets.  
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Table 4 Facet Classification Rates (%) 

Facet PID-5-SF PID-5-A Difference 

Anhedonia 37 35.1 -1.9 

Anxiousness 66.3 65 -1.3 

Attention Seeking 34.9 33.4 -1.5 

Callousness 18.8 18 -0.8 

Deceitfulness 23.8 22.7 -1.1 

Depressivity 41 40.3 -0.8 

Distractibility 66.5 65.1 -1.3 

Eccentricity 46.9 46.2 -0.7 

Emotional Lability 41.2 40.1 -1 

Grandiosity 10.8 10.4 -0.4 

Hostility 33.7 33 -0.7 

Impulsivity 45 43 -1.9 

Intimacy Avoidance 25.5 25 -0.5 

Irresponsibility 35.9 34.6 -1.2 

Manipulativeness 20.4 20.1 -0.3 

Perceptual Dysregulation 25.8 24.6 -1.1 

perseveration 55 53.2 -1.8 

Restricted Affectivity 22.1 21.4 -0.6 

Rigid Perfectionism 40.7 38.8 -2 

Risk Taking 19.9 19.2 -0.7 

Separation Insecurity 44.4 43.4 -1 

Submissiveness 41 39.5 -1.5 

Suspiciousness 26 25.1 -0.9 

Unusual Beliefs and Experiences 21.2 20.2 -0.9 

Withdrawal 36 34.5 -1.5 
Note: High-risk classification defined as scoring ≥84.13rd percentile. Differences calculated as PID-5-A 
minus PID-5-SF. 

Classification rates demonstrated strong correspondence between the PID-5-A and PID-5-SF across all 25 facets. The 
PID-5-A consistently classified slightly fewer respondents as high-risk compared to the full 100-item PID-5-SF, with 
differences ranging from 0.3 to 2.0 percentage points (mean absolute difference = 1.1 percentage points). These 
differences reflect the expected consequence of probabilistic low-risk curtailment: a small proportion of actual 
high-risk respondents are incorrectly classified as low-risk based on their early response patterns. The classification 
rate differences (expressed as percentage points of the total sample) are smaller than the corresponding FNRs 
(expressed as percentages of high-risk respondents, as shown in Table 2) because FNRs apply only to the subset of 
respondents who score in the high-risk range. For example, the Anhedonia facet's classification rate of 37% and FNR 
of 4.98% produce an expected classification rate difference of 1.84 percentage points (i.e., 37% × 0.0498), closely 
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matching the observed 1.9 percentage point difference. Across all 25 facets, the observed classification rate 
differences closely matched the expected differences, with minor discrepancies attributable to rounding. The observed 
classification rate differences are thus fully accounted for by the achieved FNRs. 

This represents the fundamental trade-off inherent in the adaptive approach: substantial reductions in respondent 
burden (28% fewer items administered on average) are achieved by accepting a small, controlled reduction in 
sensitivity (mean FNR = 3.32%, range: 1.45-4.98%). The optimisation process successfully calibrated this trade-off 
for each facet, maintaining FNR below the 5% threshold whilst maximising item reduction. 

Deployment Preparation 

The optimised configuration was translated into production-ready implementation code using the Deployment 
Preparation module of the analytical framework. For the SC-EP method, this involved generating pattern-specific 
stopping rules by identifying which response patterns in the training data met the optimised γ₀ thresholds for each 
facet. The module produced SurveyJS-compatible JSON configuration files that implement these stopping rules 
through conditional display logic for web-based deployment. 

Pre-Deployment Simulation Validation 

Prior to real-world deployment, the production-ready implementation code was validated to ensure it faithfully 
reproduced the performance of the optimised configuration. This involved simulating the conditional display logic on 
a subset of 100 respondents randomly selected from the testing sample, processing each respondent’s data sequentially 
through the stopping rules as would occur in actual web-based administration. 

The simulation confirmed that the implementation code reproduced the optimised configuration’s performance. The 
mean number of items administered was 72.69 (SD = 11.33; median = 71; range: 50-100), representing a 27% 
reduction from the full 100-item PID-5-SF. The minor difference in mean items administered compared to the full 
testing sample (i.e., 71.82) reflects sampling variation in the subset of 100 respondents. Classification outcomes 
matched expected values, verifying that the translation from the optimised configuration into executable conditional 
display logic preserved the method’s properties and thus confirming readiness for real-world deployment. 

Real-World Deployment 

The PID-5-A was deployed on the NovoPsych platform from mid-September to mid-October 2025, during which 519 
respondents completed the assessment. The deployment sample comprised self-selected individuals accessing online 
personality assessment. Compared to the original sample of 15,204 mental health treatment-seeking clients used for 
training, testing, optimisation, and deployment simulation, the deployment sample likely reflects a broader population 
with less pronounced deviations from typical personality variations (i.e., lower prevalence of Elevated and Clinically 
Significant scores), though it is not necessarily representative of the general population. 

The mean number of items administered was 72.61 (SD = 10.37; median = 72; range: 50-98), representing a 27% 
reduction from the full 100-item PID-5-SF. The distribution of total items administered was concentrated around the 
median of 72 items, with half of the respondents completing between 65 and 80 items. The consistency of these results 
with those of the optimisation and pre-deployment simulation validation suggests that the adaptive algorithm 
performed as expected in real-world deployment. 

The reduction in items administered translated to meaningful time savings. Completion times for the PID-5-A 
averaged 9.8 minutes (SD = 5.3; median = 8.4) compared to 11.9 minutes (SD = 5.6; median = 10.6) for the full 
100-item PID-5-SF in the original sample (n = 15,204), representing an 18% reduction. Note that completion times ＜
30 seconds or ＞30 minutes were excluded from the analysis. The reduced completion time enhances clinical utility 
by decreasing respondent burden and improving the feasibility of the assessment within time-constrained clinical 
contexts.  
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Discussion 

Summary of Key Findings 

The PID-5-A was developed as an adaptive version of the PID-5-SF designed to reduce respondent burden whilst 
maintaining accurate identification of elevated maladaptive personality trait levels. Through systematic comparison of 
item ordering and reduction methods, we identified an optimal configuration combining the incremental AUC 
ordering method with SC-EP for item reduction. Facet-specific optimisation of stopping rule parameters achieved an 
average 28% reduction in the number of items administered whilst maintaining FNRs below 5% for all 25 facets. 
Real-world deployment demonstrated consistent performance, with an average 27% reduction in the number of items 
administered and an average 18% reduction in completion time compared to the full PID-5-SF. 

The adaptive approach successfully balanced competing priorities: accurate identification of elevated maladaptive 
personality trait levels, overall classification performance, and respondent burden reduction. Classification rates 
between the PID-5-A and PID-5-SF differed by only 0.3 to 2.0 percentage points across all facets, with differences 
fully accounted for by the controlled reduction in sensitivity. The consistency of performance across optimisation, 
simulation validation, and real-world deployment suggests the adaptive approach generalises effectively to new 
samples. 

Clinical Implications 

The PID-5-A represents a meaningful advancement in the practical implementation of dimensional personality 
assessment, addressing the longstanding tension between comprehensive assessment and respondent burden. By 
administering fewer items without compromising the identification of elevated maladaptive personality trait levels, the 
adaptive version enhances feasibility within time-constrained clinical contexts whilst maintaining the clinical utility of 
the full PID-5-SF. 

Several features contribute to clinical utility. The optimisation of within-facet item ordering together with interleaved 
administration ensures the most informative items are administered first while preserving the overall flow of the 
original questionnaire. The conservative approach to early stopping — curtailing only when there is high confidence 
in low-risk classification — ensures appropriate thoroughness for respondents with potentially elevated trait levels. 
Facet-specific optimisation of stopping rules accounts for differences in trait prevalence, applying more conservative 
thresholds where accurate identification of rare but clinically important elevations is a high priority. 

The transparency of the stopping rules enhances interpretability. Unlike adaptive approaches based on complex 
psychometric models or proprietary algorithms, the SC-EP method derives stopping rules from empirical response 
patterns observed in clinical data. This transparency facilitates understanding of how and why item administration was 
curtailed for particular respondents, supporting clinical judgement and interpretation. 

The 18% reduction in completion time offers practical benefits. Shorter assessments reduce fatigue, potentially 
improving response quality for respondents and increasing completion rates. The time savings also improve the 
feasibility of incorporating comprehensive personality assessment within routine clinical practice, where competing 
demands on both clinician and client time often preclude lengthy assessments. 

Methodological Considerations 

The development approach employed several methodological strengths that enhance confidence in the PID-5-A’s 
performance. The modular analytical framework enabled systematic comparison of multiple item ordering and 
reduction methods, with all combinations evaluated on an independent testing sample to provide unbiased 
performance estimates. This systematic approach ensures the selected configuration represents the optimal balance of 
competing priorities rather than an arbitrary methodological choice. 
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The empirical foundation of the stopping rules provides both transparency and clinical relevance. By deriving 
probability estimates from response patterns observed in a large clinical sample (n = 9,122 for training), the SC-EP 
method grounds stopping rules in actual clinical data rather than theoretical models or assumptions about item 
functioning. This empirical basis enhances the method’s applicability to real-world clinical assessment contexts and 
facilitates interpretation of stopping decisions for individual respondents. 

The facet-specific optimisation approach recognises that different personality traits warrant different levels of caution 
in terms of curtailment. By calibrating confidence thresholds separately for each of the 25 facets based on their 
prevalence, the optimisation process ensures that rarer but clinically important trait elevations (e.g., Callousness, 
Grandiosity, Manipulativeness) are assessed with greater caution. This nuanced approach represents a substantial 
improvement over adaptive assessments with uniform stopping rules that fail to account for differences in trait 
prevalence and clinical significance. 

The multi-stage validation strategy strengthens confidence in the adaptive approach’s reliability. Performance was 
evaluated in three different stages: during optimisation, pre-deployment simulation, and real-world deployment. The 
consistency of performance across these stages suggests the adaptive algorithm functions robustly in different contexts 
and samples. 

Finally, the conservative approach to curtailment (stopping only when there is high confidence in low-risk 
classification) prioritises clinical safety. By requiring all items to be administered for any respondent whose responses 
cannot confidently be classified as low-risk, the method ensures full assessment precision where it matters most for 
clinical decision-making, accepting reduced efficiency to maintain high sensitivity for identifying elevated 
maladaptive personality trait levels. 

Limitations 

Several limitations should be considered. The training and testing samples were drawn from a single online 
assessment platform (NovoPsych), and respondents were primarily mental health treatment-seeking clients. Whilst this 
clinical focus aligns with the measure’s intended use, it remains unclear whether the optimised confidence thresholds 
and corresponding stopping rules will generalise equally well to other populations, including the general population. 
The prevalence rates observed in the current samples may differ substantially from those in other contexts, potentially 
affecting the efficiency and accuracy of the adaptive algorithm. 

The development process focused on maintaining accurate classification at the elevated threshold (≥84.13th 
percentile). Whilst this aligns with typical clinical use of the PID-5-SF, where scores indicating deviation from typical 
personality functioning warrant particular attention, the adaptive approach was less concerned with maintaining 
measurement precision at the middle and lower ranges of the distribution. Clinicians or researchers requiring precise 
dimensional scores across the full maladaptive personality trait continuum should use the full 100-item PID-5-SF 
rather than the adaptive version. 

The PID-5-SF’s structure of 4 items per facet precluded evaluation of certain item reduction methods. Stochastic 
curtailment methods based on regression (i.e., SC-SOR and SC-MOR) and IRT-based approaches (i.e., IRT-CCT) 
require more items to fit stable models and estimate parameters with adequate precision. For measures with more 
items per subscale, these methods might offer advantages over the SC-EP approach, and the relative performance of 
different reduction methods may differ from what we observed with the PID-5-SF. 

The adaptive format has not been evaluated for test-retest reliability. Respondents whose administration was curtailed 
might receive additional items on subsequent assessments, potentially introducing additional score variability across 
time. 

The real-world deployment sample (n = 519), whilst demonstrating consistent performance with the optimisation 
results, was substantially smaller than the development sample and potentially represents a different population 
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(self-selected online personality assessment users rather than mental health treatment-seeking clients). Whilst the 
consistency of item reduction rates suggests robust performance, the smaller sample and possible sampling variation 
or population differences limit the strength of conclusions about real-world generalisability. 

Finally, we did not assess respondent experience with the adaptive format. Whilst reducing completion time 
presumably decreases burden, we did not collect data on respondent perceptions of the adaptive approach. 
Understanding the user experience represents an important next step. 

Future Directions 

Several avenues for future work would strengthen the evidence base for the PID-5-A and extend its applicability. 
Validation studies in diverse settings and with different populations would clarify the generalisability of the stopping 
rules and identify whether recalibration is needed for specific contexts. Particular attention should be given to settings 
where prevalence rates may differ substantially from those observed in the development sample, as these differences 
could affect both the efficiency and accuracy of the adaptive algorithm. 

Evaluation of test-retest reliability represents an important next step, particularly for determining whether adaptive 
administration affects longitudinal assessment or clinical interpretation. 

Examination of the PID-5-A’s convergent and discriminant validity would establish whether the adaptive version 
maintains the same pattern of relationships with external criteria as the full PID-5-SF. Whilst the close correspondence 
in classification rates suggests similar construct representation, formal validation studies assessing correlations with 
other personality measures, clinical diagnoses, and relevant outcomes would provide stronger evidence for construct 
equivalence. 

Extension of the adaptive approach to other measures with similar multi-construct structures could broaden the impact 
of this methodology. The analytical framework developed for the PID-5-A is not specific to this measure and could be 
applied to any measure where: (a) respondents vary substantially in which constructs are clinically relevant, (b) 
assessment focuses on identifying elevations rather than precise measurement across the full range of scores, and (c) 
sufficient data are available to derive empirical stopping rules. 

Finally, investigation of respondent experience and preferences would provide valuable information for clinical 
implementation. Understanding how respondents perceive adaptive assessments would inform decisions about when 
and how to administer adaptive versions in clinical practice.  
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